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We generated two matrices to represent our network. The first matrix is an adjacency matrix of 
size N by N denoting the edges that exist with the network while the other matrix, also of size N by 
N, contains information about the shortest distance between two nodes i and j for all i and j 
pairings.  
 
For our simulations on E. coli Methionyl-tRNA synthetase (MetRS) protein our network consisted of 
546 nodes with approximately 84,000 edges between those nodes. Future simulations will result in 
calculations performed on networks consisting of up to 30,000 nodes with different degree 
distributions ranging from sparse graphs to relatively dense ones. 
 

 NVIDIA provides a standard for parallel programming through their Compute Unified 
Device Architecture (CUDA) programming language. With CUDA computer programs can be 
designed and implemented using NVIDIA GPUs. Normally, computer hardware run software 
using a Single Instruction Single Data (SISD) platform resulting in calculations being performed 
one at a time in sequential order. Parallel programming relies on hardware that use a Single 
Instruction Multiple Data (SIMD) platform in order to execute similar independent operations 
over multiple different data elements at any given time step. The CUDA programming language 
allows us to perform parallel operations through the use of kernel calls which act as function 
calls on GPUs. When a a kernel call is initiated on the Host or CPU multiple blocks of threads 
are created on the GPU each executing the same set of instructions on data that has been 
copied over to GPU memory.  

     With the overall increase in technology and computational ability in recent years the amount of 
questions we can begin to answer has grown significantly over time. Many of these questions are 
large problems that involve large amounts of data and the algorithms and approaches we used just 
a few years ago can no longer suffice when the problem size grows too large. This problem of 
scalability is exactly what parallel programming attempts to solve. By developing new algorithms to 
perform computations that were once only ever performed sequentially in parallel the overall time to 
receive results is lowered dramatically. NVIDIA provides a uniform programming language CUDA for 
use with Graphics Processing Units (GPUs) that excels in floating point calculations. 
  
 While it is common for computational biologists to represent a protein-protein interaction network as 
a graph for analysis we attempt to map an individual protein to a graph structure creating a residue-
residue interaction network. Through this representation we apply parallelized versions of common 
graph algorithms to measure metrics such as the all points shortest path and betweenness. These 
algorithms are performed on NVIDIA GPUs and attempt to determine which residue indices within a 
protein are signal hubs within the network. With future work these algorithms can be scaled to 
analyze gene networks. 

Abstract  

 We performed multiple simulations on coordinate data for E. coli Methionyl-tRNA Synthetase that 
was generated from Molecular Dynamic simulations for 1000 time steps while the protein folded. 
After creating parallel implementations of the Floyd-Warshall and Betweenness algorithms we 
mapped the protein as a graph representing the potential for residue-residue interactions and 
analyzed the potential signaling pathways between different residues. We determined several 
hub nodes within the network based on the net change in Betweenness value associated with 
the network upon removing each individual node from the network. We plan to compare the 
resulting hub nodes to experimental data generated by mutations on the MetRS protein. 

 
 In the future we hope optimize our algorithms to work with larger systems and create a 
application package to also analyze weighted and directed graphs. Also, to test of series of 
metrics on gene expressions and larger systems to test the scalability of our parallel algorithms 
and to determine whether node perturbation through Betweenness is a potential indicator for 
some real world mutation metric.   

 

Conclusions and Future Directions 
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Residue-Residue Interactions in 
 MD Simulations 

To characterize a modeled E. coli MetRS:tRNAfMet 
complex, we performed Molecular Dynamic (MD) 
simulations. The output of MD simulation are xyz 
Cartesian coordinates that correspond to the positions 
of every atom in the simulation system. These 
positions change over time, and the xyz coordinates of 
successive positions at future timesteps are also 
outputted, resulting in a dynamic set of positions for 
the atoms over time. In our analyses, we defined each 
node in our network to be the residue of MetRS. 
 
An initial network was determined by calculating the 
distances between each pair of residues. An edge was 
defined between two nodes indices if the distance 
between them was less than or equal to 8 Angstroms. 
 
Edges that appeared more frequently over the MD 
simulation are depicted in red while edges that 
appeared infrequently are colored blue. We can see an 
unambiguous network of interactions that span the CP, 
anticodon, and catalytic domains. 

Using the algorithm for betweenness, we 
were able to generate a weight for each 
edge within the network based on the 
number of times it was used over all time 
steps in the all points shortest path. With this 
we were able to get a wide value of weights 
for our edges. After filtering many unused 
edges, we were able to highlight several key 
pathways that expand the two binding 
domains of the tRNA. 
 
By using this betweenness calculation as a 
control, we were then able to calculate the 
overall change in betweenness for the 
network after removing specific nodes from 
the graph. Our goal was to compare these 
pe r tu rba t i on va lues to rea l wo r l d 
experimental data and to find some 
correlation between the mutation data and 
the amount of signals sent through individual 
hubs.  
 

We next compute the “betweenness”, which for an edge is defined as the number of times an 
edge is used in the shortest paths to travel from node i to node j for all node pairs i and j. To 
perform this calculation sequentially on a CPU, the asymptotic complexity would result in O( n3 ), 
where n is the number of nodes within the graph. A parallel implementation of the betweenness 
algorithm reduces the asymptotic complexity to O( n ). In the parallel implementation, a kernel call 
for the multiple threads that correspond to each node pair i and j, and the betweenness is 
computed using the above pseudo code. 
 
The thread first checks to see if a path exists between nodes i and j. If so, we begin to trace a 
path from node i to node j.  While our distance remaining to travel is greater than one we consider 
all nodes connected to our source node. For un-weighted graphs if a connected node k has a 
distance one less than distance we have remaining then we update the edge between the source 
node and k and then assign k to be the new source node and decrement our distance remaining 
by one. The algorithm above benefits from performing the Betweenness calculation on the fly 
resulting in the program utilizing significantly less memory because it is not necessary to store all 
edges along all paths but only the adjacency matrix and shortest paths matrix is needed. 

Typically within networks hub nodes are 
nodes that are relatively well connected to 
many other nodes, forcing those nodes to 
travel through it to when computing the all 
points shortest path. When these nodes are 
removed it may create disconnected sub 
graphs within the network that no longer have 
any connection to some set of nodes within 
the network.  
 
When measuring the perturbation value 
caused by a node removal , the all points 
shortest path and betweenness metrics were 
recalculated and the overall difference in 
betweenness was summed over all time 
steps. 
 
We identified seven hub nodes with overall 
perturbation value greater than 100,000. 
Most nodes had a perturbation value of 
~20,000-30,000, suggesting relatively little 
impact on the signaling pathways of the 
network.  

 The Floyd-Warshall Algorithm for computing the all points shortest path of a graph is generally 
implemented using three nested for-loops resulting in an asymptotic complexity of O( n3 ), where n is 
bound by |N| containing a set of nodes within the graph.  Given a graph G = { N, E }, where |N| is a 
set of nodes and |E| is a set of edges, the Floyd-Warshall algorithm outputs an adjacency matrix of 
size |N| x |N|.  
 
Initially, an adjacency matrix of size |N| x |N| is created and initialized such that the distance between 
each node and itself is defined to be zero while all other distance pairs is set to infinity. The algorithm 
then updates the adjacency matrix to include |E|, which can be weighted, unweighted, directed or 
undirected.   
 
Then we execute three nested for-loops, where the two inner most for-loops consider each pair of 
nodes i and j and determines whether a shorter path exists by traveling  through an axillary node k by 
traveling from node i to node k and then from node k to node j as opposed to the previously found 
shortest path between nodes i and j without traveling though node k. If the distance between i and k 
along with the distance between k and j is shorter than the previously found distance between i and j 
then the matrix is updated. This process continues until all nodes k have been considered and the 
end output is the adjacency matrix containing the shortest path for each pair i and j. 
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Edge Betweenness within MetRS 
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